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ABSTRACT

There is a body of work in the field of intelligent music production, covering a range of specific audio effects.
However, there is a distinct lack of any purely machine learning approaches to automatic mixing. This could be
due to a lack of suitable data. This paper presents an approach to used human produced audio mixes, along with
their source multitrack, to produce the set of mix parameters. The focus will be entirely on the gain mixing of
audio drum tracks. Using existing reverse engineering of music production gain parameters, a target mix gain
parameter is identified, and these results are fed into a number of machine learning algorithms, along with audio
feature vectors of each audio track. This allow for a machine learning prediction approach to audio gain mixing.
A random forest approach is taken to perform a multiple output prediction. The prediction results of the random
forest approach are then compared to a number of other published automatic gain mixing approaches. The results
demonstrate that the random forest gain mixing approach performs similarly to that of a human engineer and
outperforms the existing gain mixing approaches.

1 Introduction

Intelligent music production is a growing field. There
have been considerable developments over recent years,
taking a number of different approaches. In the case
of an audio mixture, the gain balance of each track is
the fundamental first step. Intelligent music production
approaches are an interesting field with the capacity of
field yet to be realised. The applications within audio
remixing, amateur music production and live broadcast
mixing reveal an extensive set of capabilities.

There is a large body of work developing the ap-
proaches towards automated gain balancing. Auto-
mated gain balancing through perceptual loudness anal-
ysis of an audio track was proposed in [1, 2], and setting
gains to a fixed value. This work is developed to use
the standard ITU-R. BS. 1770 Loudness Standard [3],

and the results, along with a real time implementation
is presented [4]. The perceptual loudness models were
then evaluated, through comparison of different loud-
ness models [5, 6], which recommended the use of the
ITU-R. BS.1770 loudness model for automated mixing.
Gain mixing can also be performed though masking
models and partial loudness representations [7]

There have been a number of approaches of using an
artificial intelligence to mix audio. The proposal of
automated mixing through constraint optimisation was
first proposed in [8]. Constraint optimisation was then
applied to live context music mixes [9, 10] with the
formulation being described in [11]. Constraint opti-
misation was then performed, along with instrument
subgrouping, to minimise the inter-track masking [12].
A number of approaches have used a genetic algorithm
approach, either to reduce the inter-track masking in
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a mix [13], mixing towards a target timbre [14], or
mixing towards a set of semantic descriptors [15].

Track gain mixing, through analysis of each tracks au-
dio feature vector [16] and the resultant mixture feature
vector has been performed [17]. This work is then ex-
tended though automated instrument recognition, with
a particular focus on drums [18]. A number of bespoke
automated audio effects have been produced specif-
ically from drum kits [19, 20, 21], and approaches
specifically to identify different drum tracks as a pre-
processing step to automated mixing [22]

The aim of this work is to present a machine learning
approach for automatic mixing of multitrack balance.
This work will particularly focus on drum kit record-
ings, captured in a live context. It has been shown that
subgrouping of audio will improve automatic mixing
approaches [12, 23]. As such, for this approach, we
will focus solely on mixing of drum kits. Furthermore,
few approaches in automatic mixing have considered
microphone bleed or interference between sources [21]
despite this being a common problem for many studio
drum or orchestra recordings [24, 25].

Section 2 will present the approach for parameter re-
verse engineering that was used to produce a ground
truth. Section 3.1 will discuss the feature analysis and
data representation approach to allow for a traditional
machine learning approach to be applied. Section 4
discusses a number of comparison machine learning
methods that were employed, with some objective eval-
uation results presented in Section 5.1. Section 5.2
presents the subjective evaluation listening test, where
the intention of producing a pleasance balanced mix is
evaluated with a number of participants, and the results
presented. Section 6 will then go on to present the
effectiveness of the machine learning automatic mixing
approach, demonstrating the effectiveness of a pure
machine learning approach to music mixing and identi-
fying areas for improvement and future development
within the field.

2 Gain Mixing Parameter Estimation

The basic gain mixing setup is where a number of audio
tracks are mixed together, each with a fixed gain.

y =
N

∑
n=1

αnxn (1)

where y is the output audio mixture, αn is the gain
value for channel n and x is the input audio recording.
The total number of audio tracks is N. Using the set
of individual microphone recordings, and the dry mix,
the gain parameter applied to each channel was calcu-
lated using a least-squares approach [26]. This can be
presented in matrix notation

y = Xα (2)

where X is a matrix made up of columns, where each
column is a different audio track xt . The aim of the
least square is to minimise the set of coefficients ε ,
such that

ε = min||y−Xα|| (3)

This can be done using the least-squares equation

ε = (X′X)−1X′y (4)

where X′ representes a transposed version of X.

3 Dataset

The ENST drum dataset [27] was used to produce a
drum based automatic mixing system. This dataset
provides a set of eight drum microphones, and a dry
mix, which contains only gain and panning modifica-
tions to the original tracks. In order to remove the
panning information, the dry mix tracks were summed
to mono tracks. The least-squares approach was taken
to calculate the gain mixing parameters, using the least
squares approach [26]. This produced the output vector
for eight gain values for each drum session recording,
being the gain parameter for each individual drum mi-
crophone track used in the mono summed dry mix.

3.1 Audio Feature Extraction

The Essentia Streaming Music Extractor was used to
extract audio features [28, 16] as Essentia allows for ex-
traction of a large number of audio features, is easy to
use in a number of different systems and produced the
data in a highly usable format.1 Frame based features
were calculated using a frame size of 46ms with a hop
size of 23ms, with the exception of pitch based features,
which used a frame size of 92ms and the hop size 46ms.
The statistics of these audio features were then calcu-
lated, to summarise frame based features over the audio

1https://essentia.upf.edu/documentation/
streaming_extractor_music.html
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file. The statistics used are the mean, variance, skew-
ness, kurtosis, median, mean of the derivative, the mean
of the second derivative, the variance of the derivative,
the variance of the second derivative, the maximum
and minimum values. A small subset of features do not
require analysis via frames, such as average loudness
or bpm, and as such were directly computed requiring
no statistical analysis of the features. This produced
a set of 4123 features, extracted from each file. The
original feature set was reduced to 1364 features, as
features were removed if they provided no variance
over the dataset. All features were normalised to have
a mean of zero and a variance of one.

3.2 Data Fusion Approach

The feature vectors were constructed from the concate-
nation of each of the different audio feature vectors
in a predefined order. Any cases where a microphone
recording did not exist, or the track was silence, the
feature vector was zero padded. The outputs were the
mixing gain values, as calculated in Section 2, in the
same order as the audio feature vectors. This produced
an input vector of 32984 features and an output of eight
parameters.

4 Automated Mixing Approaches

To perform a machine learning approach on a number
of audio tracks, the problem was framed as a multiple
output regression task. A number of approaches were
used to predict multiple outputs simultaneously. The
output prediction parameter was an eight long vector,
which consisted of the gains of each track, as produced
from Section 2. A number of machine learning ap-
proaches were compared, to evaluate the effectiveness
of each approach.

Multiple Estimator Random Forest (RF) Regression
is an approach where a number of decision trees are
grown, using a subset of the available data and a sub-
set of the available features. This subset selection is
called bagging. The decision trees then each contribute
different regression parameters, which can then output
some regression result. An RF approach is inherently
suitable for multiple output regression approaches [29].
A number of different RF’s were grown, with different
number of trees in each forest, and evaluated using
the Out-Of-Bag (OOB) error. The OOB is a measure
used in RF, to evaluate the impact each individual tree

Fig. 1: Comparing the Out-Of-Bag Error for different
numbers of decision trees in the random forest

has on the output result. As RF are produced using a
random sampled subset of the data, the error can be
approximated by comparing the difference between the
data points being included compared to when they are
excluded. This error score is aggregated to produce
an OOB error score for an entire forest. This gives a
relative error for that given RF, which can be used to
set the optimal number of decision trees to use within
the random forest. The results of this analysis are pre-
sented in Figure 1. The OOB error tends to plateau
after around 600 trees, and therefore it was deemed that
600 trees would be optimal for the RF approach.

Multiple Estimator Least Absolute Shrinkage and Se-
lection Operator (LASSO) is an extension of least
squares in which the least absolute value is used for re-
gression. A feature shrinkage approach is taken based
on the largest regression coefficients, which also per-
forms a feature selection approach, when a given num-
ber of coefficients are forced to zero. This is caused
when the sum of squares of the coefficients are forced to
less than a fixed value. LASSO can easily be modified
to perform a multiple output regression task [30].

Support Vector Regression (SVR) is an approach where
a support vector is defined from the intersection points
between sets of data points, which creates a edge point
for definition of the regression. A hyperplane is fitted
to the edge point or margin, which can then be used to
perform some output prediction based on an arbitrary
feature space. SVR is not inherently suitable for mul-
tiple output regression. As such, eight different SVR
models were produced, and the results combined into a
single output vector, to evaluate the SVR compared to
the other multiple output regression models.
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Method Training (R2) Test(R2)
Original Mix 1.0 1.0

Random Forest 0.98 0.89
LASSO 0.18 0.20

Support Vector Regression 0.95 0.76
Loudness Normalised [4] -12.62 -16.45
Source Separation [21] -8.34 -169.5

Direct Sum -1.06 -1.62

Table 1: R2 Result of each Automatic Mix Approach

The direct sum mix was created to act as a baseline
anchor for comparison purposes. The direct sum mix
of all the audio tracks, this is equivalent to mixing all
tracks together with a gain of one. For evaluation pur-
poses, two existing automated gain mixing approaches,
namely the loudness normalisation approach [4], and
the source separation informed approach [21].

5 Evaluation

5.1 Objective Evaluation

To evaluate the effectiveness of each automatic mixing
approach to generate the correct output predictions,
the R2 score was used. The R2 score is based on the
proportion of the variance in the dependant variable that
is predictable from the independent variable, and given
the ground truth x and predicted value y, is defined as

R2 ≡ 1− ∑i e2
i

∑i(xi− x̄)2 (5)

where the residual is defined as ei = xi− yi, and x̄ de-
notes the mean of x. The purpose of the R2 score is
to present a measure of effectiveness of the prediction
model. An R2 = 1 represents a perfect prediction mode,
and a R2 = 0 represents a constant prediction of the ex-
pected value of y. R2 can be arbitrarily bad.

All audio tracks were loudness normalised before cal-
culating the R2 score, to ensure that only the relative
balance of audio tracks are evaluated. The results of
the objective analysis are presented in Table 1. These
results show that the RF and the SVR approaches both
perform very well on the training dataset, however both
perform a little worse on the test training set. The Loud-
ness Normalisation and Source Separation approaches
both perform poorly when compared to both the train-
ing and test dataset, though neither used the training
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Fig. 2: Boxplot of user ratings, aggregated over all
tracks

set to produce a result. The LASSO approach per-
forms quite poorly, performing only a little better than
constant expected value. The original mix results are
presented for reference, as these are the ground truth
results.

5.2 Subjective Evaluation

An online listening test was produced, using the Web
Audio Evaluation Tool [31], to evaluate the effective-
ness of each of the automatic mixing approaches. Fif-
teen participants were recruited for the listening test.
Two participants scores were removed before analysis,
one due to them reporting a hearing impairment that
may influence the results of the test, and one due to
the quality of their headphones used. From the remain-
ing participants, nine were male and four were female.
The average age was 34, with a standard deviation of
8.8. All participants reported having no hearing im-
pairment. Participants were requested to use a quality
pair of headphones and locate themselves in a quiet
environment for the test. They reported the headphones
used, to ensure they were suitable for the test.

Five different mixes were evaluated across six different
audio tracks. It was decided not to include the LASSO
or the SVR approaches, in order to make the listening
test more simple for participants. In each case, the
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Fig. 3: Boxplot of user ratings, for each individual tracks

original mix, used as the ground truth for the automatic
mixing approach was used as a hidden reference, and
evaluated against four different computer generated
mixes, the RF, the loudness normalisation approach [4],
the source separation informed approach [21], and the
direct sum as an anchor reference.

All audio samples were loudness normalised, in accor-
dance with ITU R.128 [3], and presented in mono. The
six different tracks to mix were selected from the test
set of data used in Section 5.1, to represent a range of
different recordings from the dataset. The audio track
were presented in a random order for each participant.
Participants were asked to rate each of the audio tracks
on a single scale, rating each sample based on the mix
balance. Participants were informed that the gain pa-
rameter was the only attribute changed between each
of the different mixes, and that no further audio pro-
cessing had been performed. Participants could then
rate the balance of the mix from best to worst. They
were then given an opportunity to provide feedback on
the listening test. The listening test was approved by
the local ethics committee and the average test duration
was 18.5 minutes, so fatigue was not an issue. All audio
samples and the listening test is available online.2

2https://djmoffat.github.io/

The subjective evaluation results are presented in Fig-
ure 2 and 3. Figure 2 shows the box plots of all user
ratings, in which the centre line is the median value,
and the box presents the 1st and 3rd quartiles, cover-
ing 50% of the data distribution within the box. It can
been seen the best scoring median value is the random
forest approach, followed closely by the direct sum.
Both of these perform slightly better than the original
mix, though the variation of the original mix is much
greater. Both of the existing methods, the loudness nor-
malisation and source separation approaches perform
poorly. These results shown in more detail in Figure 3.
In general there is strong agreement that the source
separation approach performs poorly, and that the ran-
dom forest approach performs very well for all except
one track. There is a very large variance on the results
of the original mix, and the loudness normalisation
approach performs fairly poorly, though with a much
greater range than the source separation approach. The
direct sum, which was designed as a baseline for com-
parison, has fairly consistent results for all except one
audio track, where it performs better than any other
approach, which may be why this approach produces
one of the best median results.

MachineLearningDrumGainMixing/
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Further statistical analysis, through a Kruskal Wallis
test, showed that there was not a statistically significant
difference between the distributions, F(4,325) = 1.66,
p = 0.159. It is suspected that this is due to the small
sample size.

6 Discussion and Conclusion

A machine learning approach to automatic mixing has
been presented. The use of multiple output random
forests to predict gain balance mix parameters has been
shown to produced effective results that are comparable
to a human made mix, and outperform existing auto-
mated mixing approaches. This demonstrates that a
machine learning approach to predicting mix parame-
ters has a potential to produce successful results, given
a suitable dataset, and that mix parameters can be in-
ferred through the use of parameter reverse engineer-
ing. After the listening test, some of the participants
commented that their decision as to the best mix was
sometimes arbitrary as they were listening to the drums
on their own. It was suggested that a musical track
alongside may have given the drums a context and as
such would influence which mix was perceived as bet-
ter. As such, some of the successes or failings of certain
approaches could be due to a lack of further musical
context in which the drum track would be situated.

This work can be developed further to include a more
full range of mix parameters, rather than just a gain
parameter. The next clear option would be to investi-
gate panning and linear audio processing. The reverse
engineering of non-linear processing and large reverber-
ations could pose some clear challenges. The current
analysis and parameter prediction approach relies heav-
ily on a very rigid recording structure, of eight micro-
phones every time, mixed into one track. It would be
highly advantageous to generalise the recording struc-
ture, so that different numbers input audio tracks can
be presented, in any order, and a mix produced

Further analysis of the results, through the use of fea-
ture selection, could provide an interesting and informa-
tive commentary on what aspects of a mix are important
to a mix engineer. Feature selection could be used to
both improve automatic mixing systems, and to better
understand the approaches that a mix engineer might
take when mixing a set of drum tracks.
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